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About Eugene...
¥ 15+ years building mission-

critical, high-availability systems

¥ 13+ years Java work

¥ Open source evangelist

¥ Author of  first commercially 
available App Engine book worldwide

¥ State of  the art tech for main line of  
business roll-outs
¥ Largest companies in the world
¥ Retail
¥ Finance
¥ Oil
¥ Background:  robotics to on-line retail



This presentation is about...
¥ How to go about coding Google App Engine 

applications in Java
¥ Understanding the advantages and disadvantages of 

using App Engine
¥ Java vs. Python App Engine

¥ Comparison against Amazon EC2, traditional 
vendors like Sun and IBM, and infrastructure vendors 
like Nirvanix and Rackable

¥ How the Datastore and the caching systems differ 
from traditional Java scalability technologies

¥ Where App Engine follows or defines the trends in 
computational facilities as services



What YouÕll Learn
¥ Where and how to get the Google App Engine SDK for 

Java, how to install it, and caveats about it

¥ Working with App Engine in Eclipse or with other 
development tools

¥ The App Engine Sandbox

¥ The advantages of  using Python or Java for App Engine 
development

¥ App authentication the Google Way

¥ How existing apps coexist with App Engine 
deployments

¥ Quotas, limits, and how they affect your development 
team



What is the Cloud Anyway?
¥ Ask 10 different people, get 10 different answers

¥ In general, you may use 4 types of  cloud offerings
¥ Platform as a Service
¥ Software as a Service
¥ Infrastructure as a Service
¥ Pure infrastructure

¥ Some times you integrate pre-fabricated apps, some 
times platform, some times both



Cloud Services Features
¥ Quick deployment of  prepackaged components

¥ Uses commodity, virtualized hardware and network 
resources
¥ Amazon Elastic Cloud 2 (EC2) and Simple Storage Service 

(S3)
¥ Google App Engine (Python, Java)
¥ Rackspace Cloud Services

¥ The overall model is Òpay as you consumeÓ

¥ Horizontal scalability is achieved by adding or 
removing resources as needed

¥ May host full applications or only services



Cloud Services Features
¥ They could replace the data centre

¥ Basic administration moves to the application owner
¥ It may move away from the IT team - political fallout

¥ For the bean counters...  itÕs an operational expense!
¥ Tax advantages
¥ Turn on or off  as needed
¥ In a tight economy, IT infrastructure ends up under the CFO 

- give the guy options

¥ Assuming sensible SLAs, the ROI is better than for 
co-located or company-owned data centres



Prepping for App Engine
¥ Choices:  Java and Python

¥ Python tools are more mature

¥ There are more Java than Python developers
¥ Bias:  Are Python coders, as a group, better than Java 

coders?

¥ Java tools for App Engine go from the browser to the 
Datastore
¥ GWT on the client

¥ Performance is equivalent for both

¥ Python and Java apps may coexist in the run-time 
environment
¥ Multi-discipline development:  best tool for the job at hand



The Application Environment
¥ These features apply to both Java and Python

¥ Dynamic web serving

¥ Persistent storage with queries, sorting, and 
transactions

¥ Automatic scaling and load balancing
¥ As long as you follow some basic rules

¥ Google accounts for authentication and email 
delivery

¥ Task queues for batching jobs

¥ Triggers scheduled tasks
¥ cron-like jobs



The Application Environment
¥ Python 2.5.2 with its standard library

¥ No C extensions or non-Python code
¥ App Engine APIs for using Google facilities like the Datastore, 

email, URL handling
¥ Any 3rd-party API is supported as long as itÕs 100% Python and 

it doesnÕt violate sandbox rules

¥ Java 6 platform and libraries
¥ Pure Java or JVM-hosted systems (Groovy, JRuby, etc.)
¥ Uses standard Java APIs like JDO/JPA, Java Mail, and caching
¥ 3rd-party APIs supported as long as they donÕt violate sandbox 

rules

¥ Both systems are based on standard callbacks for 
implementation
¥ Java:  servlet technology
¥ Python:  WSGI



Sandbox Rules
¥ Applications have almost non-existent access to the 

operating system
¥ In Java terms, similar to JME

¥ These rules allow applications to run across multiple 
servers independently

¥ No hardware, OS, or physical location restrictions
¥ Servers and resources are assigned on-demand

¥ Sandbox rules need rethinking how apps communicate

¥ Applications only work as callbacks and must respond 
within 30 seconds

¥ No parallel code execution after a requestÕs been served

¥ There is no file system write access - use Datastore

¥ Inter-process communication only via URL fetch or email



Getting Started
¥ The application owner must have a Google Account 

to get the tools regardless of  language
¥ Authentication via SMS message
¥ Many developers may participate but the application is 

owned by a single account

¥ Use Java 6 for development

¥ If  youÕre using Eclipse, there is an App Engine plug-in
¥ Command line tools available for Vim or IDEA or 

$FAVOURITE_TOOL_SET but integration is up to you

¥ Both SDKs ship with a Development Web Server that 
runs locally and provides a sandbox almost identical 
to the real run-time



Creating a Project
¥ Projects are laid out using the .war file layout

¥ They arenÕt packaged in .war files, though
¥ Define src/... war/... war/WEB-INF... war/lib... war/classes

¥ Template is available for non-Eclipse users
¥ appengine-java-sdk/demos/new_project_template/

¥ Anyone with access to the SDK may create a project 
at any time

¥ The application owner uploads the project to 
GoogleÕs servers

¥ An App Engine owner may only have 10 active 
projects at any one time - watch out what you upload!



Creating a Project
¥ A project is laid out and coded much like any other 

Java servlet project

¥ WEB-INF/web.xml describes the servlet entry point 
using the standard servlet specification
¥ <servlet-class>com.mycompany.MyApp</servlet-class>
¥ Servlet mappings, static files, etc. all standard

¥ WEB-INF/appengine-web.xml is specific to App 
Engine
¥ Describes how to deploy and run the application in the 

Google environment
¥ Tells app engine which files are static (HTML, images, etc.), 

which are resources (JSPs and so on), and other app data
¥ Includes the registered app ID
¥ This will be updated throughout the projectÕs lifecycle



Creating a Project
<?xml version="1.0" encoding="utf-8"?>
<appengine-web-app xmlns=" http://appengine.google.com/ns/1.0 ">
  <application>application-id</application>
  <version>1</version>
  <ssl-enabled>true</ssl-enabled>
  <env-variables>
    <env-var name=ÔAPP_ENCODINGÕ value=Ôutf-8Õ />
  </env-variables>
  <static-files>
    <include path=Õ/**.gifÕ />
    <exclude path=Õ/data/**.pngÕ />
  </static-files>
  <resource-files>
    <include path=Õ/**.xmlÕ />
    <exclude path=Õ/jars/**.jarÕ />
  </resource-files>
</appengine-web-app>



Designing an Application
¥ App Engine supports JSPs for presentation

¥ Other frameworks may be used as long as they donÕt 
break sandbox rules
¥ Sessions must be enabled

¥ Presentation is augmented with GWT
¥ GWT is nice to have, but not mandatory; jQuery or anything 

else is OK

¥ Decide if  the application handles user accounts or not
¥ Google encourages using Google Accounts

¥ Datastore is not a relational database
¥ Indices, data normalization, etc. have a different meaning in 

App Engine

These are just 
things to keep in mind 
speciÞc to App Engine



Google Accounts / User Service
¥ Google Accounts are encouraged as the preferred 

authentication mechanism for App Engine
¥ It assumes that all users have a Google Account or are 

willing to get one
¥ Google authentication for private domains isnÕt available 

yet

¥ The Development Server simulates Google Accounts
¥ Calls to the User service work the same way in the 

development and run-time environments

¥ The app may do its own account and session 
management but this is trickier than using Google 
Accounts

¥ Support for Apps for Domains accounts coming soon



Google Accounts / User Service
package guestbook;

import java.io.IOException;
import javax.servlet.http.*;
import com.google.appengine.api.users.User;
import com.google.appengine.api.users.UserService;
import com.google.appengine.api.users.UserServiceFactory;

public class GuestbookServlet extends HttpServlet {
    public void doGet(HttpServletRequest req, HttpServletResponse resp)
              throws IOException {
        UserService userService = UserServiceFactory.getUserService();
        User user = userService.getCurrentUser();

        if (user != null)  {
            resp.setContentType("text/plain");
            resp.getWriter().println("Hello, " + user.getNickname());
        } else {
            resp.sendRedirect(
                userService.createLoginURL(req.getRequestURI()));
        }
    }
}

Very easy to use



The Datastore
¥ The Datastore is the main scalability feature of  App 

Engine

¥ Relational database technology doesnÕt scale horizontally
¥ Connection pools, shared caching are a problem

¥ The Datastore is not a relational database nor a fa•ade

¥ The Datastore is one of  many public APIs used for 
accessing GoogleÕs Bigtable infrastructure

¥ Bigtable is proprietary and hidden from the app 
developers

¥ It allows an infinite number of  rows and columns

¥ New columns are added on the fly
¥ Scales out by adding more servers to the Datastore cluster



The Datastore
¥ Datastore operations are defined around entities 

(data models) which are objects with one or more 
properties
¥ Types:  string, user, Boolean, and so on
¥ Entities may be recursive or self-referential

¥ Entity relationships are one-to-many or many-to-many

¥ Entities may be fixed or grow as needed
¥ Model entities are fixed, like records
¥ Expando entities may grow over a sessionÕs lifetime

¥ Datastore is the first public API for Bigtable
¥ Other apps and sites, like YouTube, rely on similar 

technology



The Datastore
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Using the Datastore
¥ Applications may access the Datastore using the JDO or 

the JPA classes

¥ The JDO and JPA classes are abstracted using the 
DataNucleus API
¥ Open source
¥ Not very popular
¥ Support for Java standards
¥ Poor documentation

¥ App developers may use either JDO or JPA directly from 
their applications
¥ This is harder in practice because they are intended for 

relational data modeling

¥ Direct access
¥ com.google.appengine.api.datastore



Using the Datastore
¥ Every entity is of  a particular kind

¥ Entities in a kind need not have the same properties
¥ One entity may have different ÒcolumnsÓ from another in the 

same kind!

¥ Unique IDs are automatically assigned unless the 
user defines a key_name

Object-Oriented Relational Database Datastore

Class Table Kind

Object Record Entity

Attribute Column Property



Queries and Indices
¥ A query operates on every entity of  a given kind

¥ Specify zero or more sort orders
¥ Specify zero or more filters on property values

¥ Indices are defined in the App Engine configuration 
files
¥ Results are fetched directly from these indices; no indices 

are created on the fly
¥ The SDK tools create some indices automagically during 

development/testing
¥ WEB-INF/datastore-indexes.xml - non-standard files



Queries and Indices
<?xml version="1.0" encoding="utf-8"?>
<datastore-indexes
  autoGenerate="true">
    <datastore-index kind="Employee" ancestor="false">
        <property name="lastName" direction="asc" />
        <property name="hireDate" direction="desc" />
    </datastore-index>

    <datastore-index kind="Project" ancestor="false">
        <property name="dueDate" direction="asc" />
    </datastore-index>
</datastore-indexes>

Dev 
app server 
generates 

these

Two different Þles:
datastore-indexes.xml

datastore-indexes-auto.xml



Transactions and Entity Groups
¥ Transaction ::= Group of  Datastore operations that either 

succeed or fail

¥ Entity groups are required because all grouped entities 
are stored in the same Datastore node
¥ Multiple entities may be modified as long as all of  them have a 

parent thatÕs part of  the entity group
¥ Ancestor entities may be deleted without affecting children
¥ Transactions donÕt allow ad hoc queries

¥ An entity may be either created or modified once per 
transaction

¥ Transactions may fail if  a different user or process tries 
an update in the same group at the same time

¥ Automatic retries before throwing an exception
¥ Users decide whether to retry or roll the transaction back



Datastore Quotas
¥ Each call to Datastore counts towards the quota

¥ The amount of  data cannot exceed the billable quota
¥ Includes properties and keys but not the indices

¥ CPU and Datastore CPU time quotas apply

Limit Amount

Max. entity size 1 MB

Max. num values in an entityÕs index 1000

Max. no. of  entities in batch put or 
delete

500

Max. no. of  entities in a batch get 1000

Max. results in a query 1000



Overcoming Quota Blues
¥ The quotas are rather draconian

¥ Good coding practices are a must
¥ ItÕs better to use the Datastore as little as possible

¥ Memcache / JCache as a way to persist session data
¥ JCache is based on JSR-107
¥ Data cache works like a persistent map

¥ Caching is... flakey
¥ Values are retained Òas long as possibleÓ but may be evicted at any 

time
¥ Apps may set an eviction time but all it means is that data wonÕt be 

retained past this time
¥ Applications shall not expect cached data to be always available

¥ Cache also has quotas but theyÕre less stringent than 
DatastoreÕs
¥ 1 MB maximum size of  a single cached value



Overcoming Quota Blues
Begin

Fetch datum 
from 

Memcache

datum is 
None

Query 
datum from 

database

Add datum to 
Memcache

Use datum 
in app

Begin

Yes

No

Query?

Update 
datum in 
database

Invalidate cache

Add or update 
datum to 

Memcache

query update



Overcoming Quota Blues
        Cache cache;

        try {
            cache = CacheManager.getInstance()
                .getCacheFactory()
                .createCache(Collections.emptyMap());
        } catch (CacheException e) {
            // ...
        }

        String key;      // ...
        byte[] value;    // ...

        // Put the value into the cache.
        cache.put(key, value);

        // Get the value from the cache.
        value = (byte[]) cache.get(key);

Keys and values may 
be anything if they are 

serializable

Parameterized types OK



Scheduling Tasks
¥ The original versions of  App Engine (Python) only 

supported on-line, interactive web apps or callbacks

¥ A cron service was introduced for both Java and 
Python
¥ ÒcronÓ is used as a generic term; itÕs not a UNIX cron

¥ Jobs are configured via WEB-INF/cron.xml
¥ The file is similar to AppleÕs launchd configuration files
¥ Jobs run in UTC unless a locale is present
¥ The schedules are defined in English-like keywords

¥ Jobs become active when they are uploaded
¥ A job is active until an empty entry or even an empty 

cron.xml file is re-uploaded



Scheduling Tasks
<?xml version="1.0" encoding="UTF-8"?>
<cronentries>
  <cron>
    <url>/recache</url>
    <description>Repopulate the cache every 2 minutes</description>
    <schedule> every 2 minutes </schedule>
  </cron>
  <cron>
    <url>/weeklyreport</url>
    <description>Mail out a weekly report</description>
    <schedule> every monday 08:30 </schedule>
    <timezone>America/New_York</timezone>
  </cron>
</cronentries>

English-
like keywords

More 
verbose

than cron



So... is Google App Engine for You?
¥ App Engine requires a change in how development and 

deployment teams view applications

¥ It provides cheaper scalability than apps running in a 
data centre or on Amazon EC2
¥ No control over how the application scales

¥ Works best for large web applications with extensive 
data storage/retrieval requirements

¥ ItÕs not ready for enterprise-class, mission-critical 
applications
¥ Amazon EC2 isnÕt either, but itÕs much closer in terms of  

maturity, scalability, and tools

¥ The restrictions it imposes may make it impractical to 
deploy production-ready code



App Engine is For You - Which One?
¥ Java may be more familiar to your in-house 

developers but it feels ÒshoehornedÓ into the App 
Engine framework
¥ Google chose unpopular Java APIs
¥ Some concepts underlying App Engine donÕt map well to 

Java
¥ The run-time sandbox restrictions may be a deal killer

¥ Python is the original language supported by App 
Engine
¥ The Python code and tools are more mature
¥ The mapping of  APIs really follows a Python model with 

regard to run-time characteristics and typing
¥ Code written in Python is much less verbose
¥ Run-time efficiency is equivalent to Java



Thanks for Coming!

Questions?

Wanna know more about real life cloud, scalable 
systems?

http://ciurana.eu/scalablesystems
Subscribe to the newsletter!

Eugene Ciurana
Open source evangelist
irishdev@ciurana.eu
+41 44 586 8462


